
1 | P a g e  
 

Cloud Storage 

When you think about what is stored in the cloud, certainly personal records take the prize for 

some of the largest amount of storage being used.  And corporations are increasingly using the 

cloud to store vast quantities of data for machine learning, online gaming, and anything you can 

think of.  Therefore, the reality is your storage in the cloud will only grow not shrink.  Therefore, 

the very cheap advertised price of storage will get more expensive over time as you hang onto 

your data records, typically for a long period of time. 

Just think of taking a picture with your phone, it's probably synchronized with a cloud service. 

There are billions of pictures being uploaded to the cloud daily.  And we've all heard about Big 

Data, which we could summarize as a lot of data that needs to be analyzed for patterns or 

metadata.  However, some customers have trillions of objects stored in Amazon S3.   

At AWS, there is a wide breadth of storage options; block, object, and file storage, that are 

similar but not the same as your on-premise storage options. 

 

Amazon EFS / FSx – shared scalable file service accessed through a simple interface for 

multiple EC2 instances at the same time.  Data is stored natively as files in a directory tree that is 

shared over the network.  EFS data records can be accessed by multiple Linux clients at the same 

time over AWS’s private network using the common protocol NFS 4.x.  EFS / FSx is as close as 

we can get to a NAS solution at AWS. 

Amazon ElastiCache – in-memory store managed services supporting Memcached and Redis 

designs. 

Object – Object storage at AWS is S3; the simple storage service, and S3 Glacier; the archiving 

component.  Each file, or object is stored in what is called a bucket, and each file is identified by 

a unique key.  The file storage area itself needs to be thought of as just a great big room, a flat 

file space; the files are accessed and managed through simple API calls, such as GET or PUT 

requests.  The original design was for accessing content across the Internet.  S3 is fast, scalable, 

very durable, and extremely cost-effective cloud storage designed as a static file storage object 

service.  When a file stored in S3 is changed, the entire file is replaced.  S3 is useful for hosting a 

web site’s static content, media files, storage for big data analytics, and for archiving records in 

long-term storage vaults in S3 Glacier.        

Block Storage – Block storage at AWS is called EBS; elastic block storage.  Amazon EBS uses 

SSD or HDD drives to provide persistent block storage at various slower to faster speeds 

accessible across the private AWS network.  Both Windows and Linux can use block disk 

volumes at AWS by presenting block data in the file system format understood by each operating 

system to either applications or to the end-user.  Each EBS volume can be attached exactly once 

to one instance.         

Many EC2 instance families also include local block storage volumes (also called ephemeral 

storage).  Because it’s local to the bare-metal server that hosting the instance, it’s incredibly fast, 
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but has no long-term durability. The local instance block storage is designed to be temporary 

storage only; it can survive an instance reboot but is discarded when an instance fails or is 

powered off. 

Amazon RDS – Relational database service for a variety of popular DB engines including 

Oracle, SQL Server, MySQL, PostgreSQL, and MariaDB. 

Amazon FSx for Windows File Server – Fully managed native Windows file storage. 

Amazon FXx for Lustre – designed for analysis of high-performance workloads (HPC), 

machine learning, and media processing.  

 

What Storage Matches Your Workload? 

Before choosing a storage solution at AWS there’s work to be done on your end.  Your 

application, your operating system and your performance needs, will dictate what storage 

solution, or solutions to consider using.  Review the chart shown in figure 1 as a starting point 

for reviewing how you are using on-premise compared against what you can do in the AWS 

cloud. 

 Storage Considerations Details 

Operating system Linux or Windows are the supported operating systems at AWS.  Windows can 

support EBS volumes, S3 storage and Amazon FSx.  Linux can use S3, EBS, and EFS.  
For obtaining the best performance possible from EFS your distro / kernel should be 

current.  

File sharing protocol Amazon EFS uses NFSv4; Windows uses SMB which is compatible with Amazon 

FSx 

Performance  How fast, predictable, or unpredictable bursty does your storage need to be?  Each 

type of application has different requirements. Except for S3, storage solutions at 

AWS are designed to handle sudden burst requirements      

Compliance You may have external requirements you need to follow (PCI, FedRAMP) or internal 

rules and regulations.  Cloud solutions at AWS have achieved various levels of 

compliance. The question worth considering is: Are you in control of your data if all of 

the copies of your data are stored in the cloud? 

Capacity What are your daily, monthly, and yearly requirements?  In two years?  Five years? 

Encryption What needs to be encrypted for compliance? at rest, in transit, or none 

Clients How many clients are going to be accessing the file system at the same time? 

I/O requirements What is the percentage of reading, and of writing files? Is it balanced or unbalanced? 

Number of files How many files will you be storing in the cloud; daily, weekly, or long-term? 

Current file design How many subdirectories deep is your file tree?  Is it an efficient design to continue? 

File size per directory File size per directory – what is the smallest file size; what’s the largest file size? 

Throughput on premise What is your average throughput on-premise?  Are you expecting higher levels of 

performance in the cloud? Are there specific IOPS requirements? 

Latency What can your application live with in terms of latency?  

Figure 1: Discussion points for storage needs 
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EBS Block Storage  

You probably have a storage area network (SAN) providing block level storage to multiple 

clients that are connected to a virtual SAN storage array.  You may also still have a separate 

SAN network, running across fiber channel or iSCSI protocols that present the LUNS as hard 

disks to each client.  AWS also has block storage that can be chunked into virtual volumes called 

elastic block storage volumes.  They have a variety of hard drives you can choose from, and a 

variety of speeds; but there is no fiber channel or iSCSI offerings at the customer level.   

EBS is a block storage service that is only accessed across the private AWS network.  Each EBS 

volume is equivalent to what you think of as a virtual hard disk and can be thought of as an 

independent storage resource; EBS volumes do not have to be attached to an instance to persist.  

When you create an EBS volume, the blocks for the volume are spread across multiple storage 

arrays providing a high level of redundancy and durability.  EBS volumes once created are stored 

within the same availability zone where your instances reside. Each single EBS volume can be 

attached or detached to and from any instance located in the availability zone where it is stored; 

multiple EBS volumes can also be attached to a single instance at a time.   

 

EBS Volume Types 

There are several EBS volume types that are available depending on your use case.  Your 

decisions for the type of EBS volume chosen will depend on your workload.  Different 

workloads will have different performance needs; for example, different IOPS or throughput 

needs can be selected for database storage volumes. The general storage requirements for a 

boot volume will probably not need to be as fast or as large as a data drive.  In the EBS world 

there are several choices:  

• General Purpose SSD Solid-state drive volumes provide a baseline of 3 IOPS per GiB 

with a minimum speed of 100 IOPS that can burst to 3000 IOPS 

• Provisioned IOPS Solid-state drive volumes have a maximum input- output per second 

from 100 to 64,000 IOPS 

• Throughput Optimized HDD volumes provide good throughput performance for 

sequential I/O of 40 MBs per TiB 

• Cold HHD volumes have a baseline of 12 MB/s per TiB 

• Magnetic hard disk drives (HDD) volumes that average100 IOPS 

 

General Purpose SSD (gp2) 

The baseline for a general purpose SSD is designed with a minimum baseline of 100 to 10,000 

IOPS with an average of 3 IOPS per GiB.  Volumes up to 1 TB can burst up to 3,000 IOPS.  

Volumes larger than 3000 GiB will have a baseline of 10000 IOPS.  Bursting is for a use case 

where applications have periods of idle time followed by periods of high IOPS.  The smallest 
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gp2 drive can burst to 3000 IOPS, while maintaining a single digit millisecond latency with 

throughput up to 160 MiB/s.   

All EBS storage volumes that support bursting use a burst token bucket design. During quiet idle 

times, each gp2 volume accumulated burst tokens at a rate of 3 IOPS per GiB per second.  When 

the drive needs additional performance, using the acquired burst tokens it can burst up to 3000 

IOPS per second.  As your EBS volumes gets larger, your volume also is assigned additional 

burst credits allowing the drive to burst for a longer time frame.  For example, a 300 GiB volume 

can burst up to 40 minutes; 500 GiB volumes can burst for almost an hour; even larger 900 GiB 

volumes can burst for almost 10 hours. 

For cold storage and throughput optimized volumes, burst credits are always accumulating based 

on the size of the drive. A storage optimized volume accumulates 40 MiB/s per TiB; a cold 

storage volume accumulates 12 MiB per TiB.  Proper testing of your applications is required to 

know if your data transfer requirements are going to be sequential or random in nature.   

• For example, if you have a large sequential workload working for three hours on a 

throughput optimized volume, approximately 5.4 TB of data will be transferred.   

• If your workload is random in nature, using the same drive in the same working 

timeframe of three hours, 87 GiB of data would be transferred.   

Keep in mind that the maximum data transfer speeds are only going to be achieved with modern 

instances with the latest versions of Windows or Linux.      

To do your workload testing on a Linux system you could use iostat.  For Windows 

systems use Perfmon.  The results will be displayed in sectors, you will then need to 

know the number of bytes you’re using per sector and multiply the sectors by the 

number of bytes to come up with the current workload size. 

Provisioned IOPS (io1)   

EBS volumes defined as provisioned IOPS are available from 100 to 64,000 IOPS with 

throughput up to 320 MiB/s.  io1 drives are designed for applications and databases that require 

sustained IOPS.  Capacity ranges from 4 GiB to 16 TiB have a much more consistent single digit 

millisecond latency than the general purpose SSD drives.  When you select your IOPS target, 

AWS will hit your target over 99.9% of the time.  For Terra Firma database servers, provisioned 

IOPS will certainly be a consideration.   

You also need to make sure to match your application with its required 

bandwidth needs.  If a 2 TiB volume is attached to a c4.large instance with a 

16 KiB workload; the GP2 volume will function close to 6000 IOPS.  Moving 
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to a c4.2xlarge, which has double the dedicated EBS bandwidth means that 

your bandwidth will be increased to 8000 IOPS.    

Ordering storage optimized instances provides even higher levels of storage and network 

throughput than a provisioned IOPS EBS drives.  Many storage optimized instances include 

direct-attached storage devices such as i3 instances that have high random I/O performance and 

low latency due to the use of direct attached NVMe SSD drives.  In addition, network bandwidth 

streams are separated from the application bandwidth.  For instances hosted by the Nitro 

hypervisor, the separation of data and network communication channels is enabled by default.  

 

If you need more speed you could choose to stripe your data volumes together.  However, avoid 

using RAID for redundancy as EBS data volumes are sharded, and replicated at the backend.  

RAID 5 designs using EBS volumes will lose 20 to 30% of usable I/O because of parity checks. 

However, if your needs are less than what is offered for throughput by storage optimized 

instances, then choices can be compared regarding throughput, performance, and cost. 

 

Throughput optimized volumes – what if overall throughput is more important than IOPS.  Are 

you looking at small blocks with random I/O or larger blocks with sequential I/O?  For smaller 

blocks with random I/O requirements, first start with the general purpose SSD.  However, if you 

require over 1,750 MiB/s of throughput, then you should consider the D2 instance family. 

Throughput performance – consider the throughput provisioned volumes which are magnetic 

drives with a baseline throughput of 40 Mib//s up to 500 Mib/s.  They can also burst at 250 

MiB/s per TiB up to 500 MiB/s per volume.  The maximum capacity for all block volumes is 16 

TiB, but the smallest throughput volumes start at 500GiB. These are useful to consider for large 

block, high throughput sequential workloads like Hadoop or MapReduce 

Magnetic HDD – if cost is your main concern the other choice is what is defined as a cold 

magnetic drive; the applications associated with this type of platter don't need performance just 

storage and as cheapest as possible.  Magnetic drives have a much lower baseline of 12 MiB/s 

per TiB up to 192 Mib/s with the ability to burst from 80 MiB/s up to 250 MiB/s per volume. 

Magnetic drives are ideal for applications that require some throughput, but with very lower 

specifications.   

EBS volumes have 5 9’s reliability for service availability.  For durability the annual 

failure rate of EBS volumes is between .1% and .2% compared to 3% for commodity 

hard drives.  If you have 1,000 EBS volumes, you could potentially expect 1 to 2 of 

those volumes to fail per year.   
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Elastic EBS Volumes 

EBS volumes have an elastic volume service that allows you to increase or change the current 

volume size, and to increase or decrease the provisioned IOPS in real time. There is no 

maintenance window required when manually scaling volumes.  Elastic volumes could also 

provide cost savings as you do not have to over provision your storage volumes by planning for 

future growth; instead, monitor your volumes with CloudWatch metrics and make changes when 

necessary.   

Attaching an EBS Volume 

When an EBS volume is attached to an instance a few background processes begin running, 

depending on the hypervisor being used to host the instance: 

Instances hosted on the Xen hypervisor – is associated with a system component called an I/O 

domain.  When an EBS volume is attached, it is attached to the I/O domain. Another system 

component, a shared memory segment, is set up at the hypervisor level acting as a queue to 

handle data access from the instance to the EBS volume. 

When your instance wants to perform an I/O call, it submits a system call to the kernel.  

Assuming it’s a read request, a block of data is next placed in the hypervisor queue.  Next, the 

I/O domain, takes the data from the hypervisor queue, and send it to another storage queue, 

which delivers the data blocks to the EBS volume. 

Instances hosted on the Nitro hypervisor – A PCI interface called NVME (Non-volatile 

memory express) is now used to directly interface with the EBS volume.  EBS volumes are 

attached directly to the Nitro card which presents a direct storage interface to the instance.  Any 

storage request is submitted directly to the PCI interface, the Nitro hypervisor has no part to play 

in communication with the EBS volume.  This provides a huge performance impact with 

minimal latency when compared to instances hosted on the Xen hypervisor. 

 

The cost for provisioning any of the available EBS volume types is a per month 

storage charge based on the number of used GiB prorated down to the second. 

General purpose volumes are charged at 10 cents per GiB 

Provisioned IOPS volumes are charged at 12.5 cents per GiB plus a $0.65 charge 
per provisioned IOPS.   

Throughput volumes range from $0.25 to $0.45 per GiB depending on the volume 
type selected.   

Snapshots can be created from any type of EBS volume, and the storage charge for 
the snapshots is five cents per GiB month. 
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EBS Volume Encryption 

EBS boot and data volumes can both be encrypted; the encryption of each volume is performed 

on each individual volume using separate encryption keys. Note that both encrypted and 

unencrypted volumes can be attached to the same instance.  The encryption of EBS volumes is 

supported by most instances including the c4, i2,i3, m3, m4, r3, and r4 families.  Encryption is 

no longer a performance issue as the encryption process has been offloaded, to hardware 

resources on the host server.  However, if you choose to use a third-party software encryption 

process running on an instance rather than the AWS encryption process the instance’s CPU will 

have to perform the encryption process at the application level, creating a performance issue.   

Data encrypted by the EBS encryption process is encrypted before it crosses the 

network, it is also remains encrypted in-flight and at rest, and remains encrypted 

when a snapshot is created of the encrypted volume.   

 

EBS Snapshots 

An EBS snapshot is a point-in-time copy of your EBS volume that is stored in S3 object storage; 

S3 storage is designed for 11 nines durability; your snapshot is safely stored. 

The first time a snapshot is taken, every modified block of the EBS volume is part of the master 

snapshot that is stored in S3.  Every additional snapshot from this point forward is an 

incremental snapshot that records the changes; during the next snapshot process, only the blocks 

that you’ve written and changed are pushed to the snapshot.  When you delete a snapshot, only 

data that is exclusive to that snapshot copy is deleted.   

Deploying a daily snapshot schedule greatly reduces the possibility of data loss 

Taking a snapshot from a Linux instance – the first thing that you should do before beginning 

the snapshot process is to quiesce the drive; this means to stop any ongoing I/O processes and 

next write all data records currently cached in memory to the volume.  You could execute either 

the sync or fsfreeze command on the EBS volume to quiet the file system.  However, the safest 

method to stop I/O is to simply unmount the drive.  After starting the snapshot process, you will 

receive a snapshot ID which is your confirmation from AWS that the snapshot parameters are 

confirmed, and the snapshot is being taken in the background. 

Taking a snapshot from a Windows instance – For Windows systems you can use the sync 

utility to quiesce the file system and then perform the snapshot.  Windows has a built-in utility 

called the volume shadow copy service (VSS) that can also be used to take application consistent 
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snapshots.  The Simple Service Manager (SSM) now integrates with the Windows volume 

shadow copy service and commands such as ec2-createVSSSnapshot can be executed to create 

snapshots of Windows applications.  The latest Windows Server image (AMI) 2017.11.21 and 

higher includes the SMM VSS snapshot utilities. What can we do with snapshots? 

• Within a region – a snapshots can be used on any availability zone to create an EBS 

volume. 

• To another region – using the EBS copy utility, snapshots can be copied to another 

region, which allows you to quickly set up a disaster recovery site in another 

geographical region of the world. 

• For automating snapshots – you can use the Amazon EC2 Run command and tags to 

build your own custom snapshot management system that sets parameters for daily or 

weekly snapshots and snapshot retention.   

• Rebuild instances – if the snapshot is the boot drive, it can be used to create a new 

instance 

• Rebuild a database – if the snapshot is a database instance, can be used to create a new 

database  

• Create volumes – snapshots can be used to create a new EBS volume 

   

Tagging EBS Volumes and Snapshots 

The one process you should make part of your companies mandated workflow is the creation of 

tags when you create resources. Each tag is a key value pair Fifty individual tags can be created 

for AWS resources.  Tags can be used for automation, analysis, reporting, compliance checks, 

and at creation of a resource.  Custom tags can be used for many reasons including: 

Tags on creation – tags can be created for EBS volumes at the time of creation 

Cost allocation tags – allow you to have visibility into your actual snapshot storage costs.  In the 

billing dashboard, the Cost Explorer is where you activate customer tags for cost allocation.  

Reports and budgets can then be generated which allow you to view the costs and the usage, 

broken down by the assigned tags.  Alerts can also be created, for resources that have been 

tagged, when costs have exceeded 50% of the budget.     

Enforced tags – IAM security policies can enforce the use of specific tags on EBS volumes, 

who can create tags, and what tags can't be deleted 

Resource level permissions –  both the CreateTags and DeleteTags functions cannot be 

controlled by IAM resource level permissions that could mandate that EBS volumes must be 

encrypted.   

Managed Services – AWS Config, AWS Inspector, S3 Inventory, Lambda, and AWS Budgets 

and Cost Explorer or a short list of services that require tags for identification purposes.     
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EBS Best Practices 

There are many best practices for managing EBS volumes; here are several that apply to every 

use case: 

• Backup your attached EBS volumes with EBS snapshots on a schedule 

• Don’t store data records on your root boot drives  

• Use separate EBS volumes for the operating system, and for data records.   

• Ensure your EBS data volumes have been set to persist after an instance termination 

• Use ephemeral storage for storing temporary files    

 

S3 Storage 

It may still sound enticing that you can sign up to AWS and provision unlimited storage, 

however, unlimited storage comes with, well, an unlimited price.  The initial price for S3 storage 

sounds inexpensive at first, but storage is assessed a monthly charge plus a data transfer fee to 

retrieve, replicate, or download files.  Once you have content stored at S3; storage charges 

continue forever.  It's a great advantage to have unlimited storage but we need to make sure we 

are getting the best bang for our buck.  Fortunately, there are tools available to help us minimize 

our costs when using S3 storage. 

S3 was one of the first AWS service offered and was launched March 14th, 2006 providing 

unlimited storage, in a container called a bucket that’s available publicly across the Internet, or 

privately across Amazon’s private network.  Whether or not you've signed up and are using the 

S3 storage service directly at AWS, you're still using S3.  Internally, pretty much every single 

data component makes its way to S3 storage including AMIs, which are instance images; 

database backups; database snapshots, continuous backups from DynamoDB; RedShift, or 

CloudWatch logs and CloudTrail trails to provide just a few examples.   

Tens of trillions of objects are stored in S3 across many millions of hard drives. There are over 

235 distributed micro-services that make up the S3 storage service.  Objects that are stored in S3 

are subjected to continuous integrity checks through checksums, end-to-end, from the source to 

bucket destination.  Amazon is incredibly serious about ensuring that the S3 storage arrays stay 

up as much as possible, and if issues occur, solutions execute in the background without you 

noticing.   

In a single AWS region S3 will manage peaks of up to 60 TiB per second per day   

The storage arrays that host S3 storage are the same design as the storage arrays that host EBS, 

or EFS storage.  The difference is how you can access and used the storage; S3 can’t be used as a 

boot drive, or to install software.  S3 is designed for unlimited storage capacity with decent 
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performance, and the ability to scale up to handle the very many customers that store objects in 

S3 buckets.  Workloads that you might want to consider using S3 for include:  

• Web site static records – stored in S3 Standard and moved to S3-1A or back based on 

usage using intelligent tiering  

• Thumbnail images – could be stored in S3-1A reduced redundancy storage as thumbnails 

could be re-created 

• Surveillance video – could first be stored in S3 Standard using lifecycle policies to 

automatically move to S3 Glacier for long-term storage, or deletion 

• Historical records – directly stored in S3 glacier for archival storage 

• Backups – stored in S3 delivered by the Storage Gateway service 

• Big Data – Stored in S3 and analyzed by Elastic Map Reduce (EMR)  

 

S3 storage is designed for use by developers first using available software 

development kits (SDK) for a variety of popular languages including Java, .NET, or 

Ruby Version 3.  There are several clients available for using S3 as the backend for 

storing anything you can think of; however, direct access to S3 is not like accessing a 

cloud storage such as Dropbox or Microsoft’s OneDrive.  You can directly upload 

content using the S3 Management Console, or by using the command line interface 

(CLI) 

Buckets, Objects and Keys 

The key concepts and terms you will come across when working with S3 are: 

Buckets – the containers that store S3 objects.       

Unlimited storage – upload as many objects as you want into a S3 bucket; the only limitation is 

the size of each object which is 5 TB each.  Use the multipart upload API for objects larger than 

5 Mb to 5 TB in size. 

Permissions – define the levels of public or private access to your buckets and objects. 

Each AWS account is controlled by several soft limits; you can create up to 100 buckets per 

AWS account; this initial value can be increased.  A bucket resides in a region that is selected by 

you, and there is no limit to the objects that can be stored in a single bucket.  You can’t create 

buckets inside of buckets, but you can use delimiters (backslashes) for organization of objects 

within each bucket. 

Depending on the AWS region you are operating in, you will have to consider the factors of 

latency, compliance, and cost of the S3 service based on its location.  Objects that are stored 

within an AWS region never leave the region, unless you decide to transfer them to another 

region.   
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Names for S3 buckets are also DNS names and are stored in Route 53; AWS’s global DNS 

service.  Therefore, bucket names are also global, and must also be globally unique. 

 

Each object in a bucket contains several mandatory parts; the data portion, and the associated 

metadata portion which is the name of the object itself.  Each object is identified by a unique key 

and stored in a bucket with an attached version ID.  Optionally, you can also add some custom 

metadata to each object when it is being stored.   

When you create an S3 bucket, there are several configuration options available, as shown in 

figure 2. 

S3 Feature Details 

Region Choose the region for bucket creation 

Policy  Bucket resource policy and Access Control Lists  

Website Configure a bucket to host a static website 

Logging Track access requests to a bucket 

Notifications Receive notifications when bucket events happen (GET, PUT, DELETE) 

Versioning Store multiple versions of the same object within a single bucket 

Lifecycle Rules for object retention across S3 storage classes 

Cross region replication Automatically replicate objects to other buckets in other S3 regions 

Default Encryption Enable encryption by default 

Tagging Add cost allocation tags to help track costs, or inventory, or automate tasks 

Request payment Charge download costs to end-user 

Object lock Enable WORM policy (Write Once Read Many) on objects or buckets  

Transfer acceleration Securely transfer files quickly using CloudFront edge locations  

Figure 2: Configuration options for S3 

 

S3 Data Consistency 

Objects stored in an S3 bucket are replicated many times to at least three other separate physical 

storage locations within the chosen region providing a high level of durability for each stored 

object.  Replicated data records can’t be instantly consistent in separate physical stored locations; 

however, Amazon guarantees read-after write consistency for PUTs for all new objects in your 

S3 bucket.  This isn’t difficult to guarantee, Amazon merely reads the first location where the 

object is stored and guarantees a successful first write.  All objects that are overwritten or deleted 

follow the rules of eventual consistency; eventually all copies of each object in all storage 

locations will be the same; with multiple copies of data updates and deletes take time.   

 

 

S3 Storage Classes 

S3 storage classes have been designed for different use cases when storing objects in S3 buckets 

as shown in figure 3.  
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Storage classes Standard Intelligent 

Tiering 

Standard-

1A 

One Zone-1A Glacier Glacier Deep 

Archive 

Access Frequency 

  

NA Moves 

objects to 
Standard-1A 

after 30 days  

Infrequent –  

minimum 30 
days  

Re-creatable 

data 

Archive 

data 

7 to 10 years 

Access speed 

  

Millisecond Millisecond Millisecond Millisecond Minutes 

to hours 

Hours 

Number of AZ’s  ➢ 3 ➢  ➢ 3 1 AZ ➢ 3 ➢ 3 

Cost to retrieve $0.0210 /GB $0.0210 /GB 

to $0.0125 

/GB 

$0.0125 /GB $0.0100 /GB $0.00040 

/GB GB 

$0.00099 /GB 

Minimum duration 

(days)  

None  30 30  30 90 180 

Availability 99.99% 99.9% 99.9% 99.5% NA NA 

Minimum object 

size 

NA NA 128KB 128KB 40KB 40KB 

Figure 3: S3 storage classes      

 

S3 Standard – for data that is regularly accessed by online cloud hosted applications.  It is 

designed for high performance and durability offering 11 nines of durability, and 4 nines of 

availability Amazon states “if you store 10,000 objects in S3, on average, you may lose one 

object every 10 million years.”  We’ll have to take Amazon’s word on this.   

S3 Intelligent-Tiering – rules for automatic tiering move your less accessed objects to lower-

cost storage classes, and back.  Movement is based on the access of the object and can be defined 

by the bucket, or the object moving from S3 standard to S3 S3-1A, One Zone-1A, or to S3 

Glacier.  Intelligent tiering optimizes your storage costs by monitoring your access patterns at the 

object level automating cost savings for your stored objects in S3.  After 30 days of inactivity 

your objects are moved from the frequent access tier to the infrequent access tier on an object by 

object basis.  If the infrequent data objects begin to be accessed more frequently, they will be 

moved back to the frequent access tier.  The minimum storage duration fee has been removed 

when using intelligent tiering and replaced with a monitoring fee per object of $2.50 per million 

objects.  Here are several examples where intelligent tiering may save you a great deal of money, 

and management time:     

• Move all objects older than 90 days to S3-1A  

• Move all objects after 180 days to S3 Glacier 

• Move all objects over 365 days to S3 Glacier Deep Archive 

 

S3 Standard-1A – designed for less frequently accessed data but offering the same performance 

of 11 nines durability.  The design concept is, you don’t need to access your data frequently.  

Therefore, in use cases where object access is greater than 30 days, this is a cheaper option than 

S3 Standard.     
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S3 One Zone-1A – designed for less frequently accessed data that could be re-created if 

necessary, but with less durability than S3 Standard-1A; as it is stored in a single availability 

zone, instead of across three availability zones.  The price point is 20% less than S3-1A. 

S3 Glacier – long-term archival storage.  Even though it’s designed for archival storage; if you 

need your archived data back quickly you can get it back within minutes; you pay more for the 

expedited access.     

S3 Glacier Deep Archive – the concept with this storage option is to remove the need for on 

premise tape libraries.  It is the cheapest price for storage at AWS; its price 4/10th of one cent per 

MiB.  The assumption is that you don’t need this information back, perhaps never; however, 

when you need it back, retrieval times are within 12 hours.       

 

Relational Database Service (RDS) 

Just like networking services at AWS; the odds are 100 % that you’re using databases.  

Databases at AWS are hosted by several database services including the Relational Database 

service (RDS) which hosts a variety of popular relational database engines as shown in Figure 4.  

Since it’s managed by AWS, all you need to do is focus on your data and leave the running, 

monitoring, and failing over to Amazon.  If this isn’t your style, Amazon has no issue with you 

building your own instances and managing every aspect of your database infrastructure.   

DB Engine Data 

Recovery 

Support 

SSL 

Support 

Replication Encryption  Real-time 

monitoring 

Compliance 

Support 

MariaDB 

10.0,1,2,3   

InnoDB for 

version 10.2 

and XtraDB 

version 10.0, 

and 10.1 

yaSSL, 

Open 

SSL, or 

TLS 

Point-in-time 

restore and 

snapshot 

restore 

AES-256 Yes HIPPA 

MySQL  

5.5 - 8.0 

InnoDB yaSSL, 

Open 

SSL, or 

TLS 

Point-in-time 

restore and 

snapshot 

restore 

AES-256 Yes for 5.5 

or later 

HIPPA, PHI, 

FedRAMP 

SQL Server 

2008 - 2017  

All versions 

support data 

recovery 

SSL SQL Server 

Mirroring, 

SQL Always 

On 

AES-256, TDE Yes NA  

Oracle 12c, 

11g 

All versions 

support data 

recovery 

SSL, or 

NNE 

Point-in-time 

restore and 

snapshot 

restore 

AES-256, TDE Yes NA 

PostgreSQL All versions 

support data 
recovery 

SSL AWS 

Synchronous 
Replication 

AES-256 Yes HIPPA, PHI, 

FedRAMP 

Figure 4   RDS Options 

Perhaps you don’t want to build and maintain the servers for your databases anymore; if this 

sounds like you, join the club, there are thousands of customers that have decided that they need 
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databases, they just don’t want to manage the infrastructure anymore.   The essential components 

that make up a relational database hosted by RDS include the following components: 

 

RDS DB Instances 

Under the hood of an RDS deployment is a familiar component; the EC2 instance.  You can have 

up to forty RDS DB instances for hosting, MySQL, MariaDB, or PosrgreSQL; these values are 

the default soft limits and can be increased upon request.   

When you order your RDS DB instance, the CPU, memory, storage, and performance (IOPS) are 

ordered together; these values can be changed later during operation.  RDS supports a variety of 

standard, memory optimized, and burstable performance instances that support Intel hyper-

threading which allows multiple threads to run concurrently on a single Intel Xeon CPU core.  

Threads are represented as virtual CPUs (vCPU’s).  Pricing can be on-demand or by using 

Reserved Instance mean pricing, which makes the most sense, since your databases will typically 

always be running.   

Storage for your database instances are with EBS volumes which are striped providing additional 

performance.  Volume types can be either General Purpose SSD’s, Provisioned IOPS SSD’s, or 

magnetic hard drives. (Magnetic drives show up for backwards compatibility as some older 

customers still using magnetic drives; for production databases magnetic drives are not 

recommended by Amazon and are limited to 4 TiB in size.)  Both MySQL, MariaDB, Oracle, 

and PostgreSQL volumes can be from 20 GiB to 32 TiB in size.  SQL Server is limited to 16 TiB 

storage volumes.  General purpose SSD storage uses burst credits allowing sustained burst 

performance; the length of sustained performance will depend on the size of the volume.  For 

more information on burst credits, review the EBS section of this chapter. 

For typical production databases, the recommendation is to use Provisioned IOPS, which range 

from 1,000 to 40,000 IOPS depending on the database engine being used. 

For the best DB production, and redundancy, multi-AZ deployments with provisioned 

IOPS for the master and standby databases and read replicas should be used 

You can independently scale the size of your compute, the size and the IOPS of your storage 

volumes as your needs change.  Scaling compute resources attached to your DB instance means 

your database will be unavailable while the changes are being made.  These changes are 

performed during the defined maintenance window, which is defined during installation.  With 

RDS, you don’t have any direct access to your database compute instance because Amazon is 

carrying out the backup, patching, monitoring, and recovery of your DB instances for you. 

Each database instance runs a specific database engine; RDS supports MySQL, MariaDB, 

PostgreSQL, Oracle, and Microsoft SQL Server.  Note that just because of variety of database 
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engines are supported by RDS; this doesn’t mean every version of every database engine 

available is supported by RDS.  You must carefully check out the DB engines supported and 

decide if RDS matches your needs; perhaps you’ll have to build your required design from 

scratch. 

If you decided to build your own instances, you would have to provision the right instance size, 

attach EBS volumes, and define your own snapshot backup schedule.  You would also be 

responsible for monitoring the database instances and provide all the maintenance.  No wonder 

RDS is popular.   

 

High-availability for RDS 

Production databases can use Multi-AZ deployments which provide failover support with the 

master database instance in one AZ and the standby database instance in the other AZ.  The 

technology used for database failover depends on the database engine type.  Most RDS 

deployments use Amazon’s failover technology.  However, SQL Server uses SQL Server 

mirroring to perform failovers.   

When you order a multi-AZ deployment, it’s Amazon’s job to provision and maintain the master 

and standby replicas in different availability zones.  The primary DB instance is synchronously 

replicated to the standby replica providing data redundancy.  Data replication between the 

instances creates increased write and commit latencies because of the synchronous data 

replication between the master and the standby.  The size of your instance and the speed of your 

database instances and volumes must be sized to be able to perform synchronous replication 

quickly and reliably.    

For most RDS designs, the standby replica is the backup instance and cannot be used 

for additional read requests.  Read replicas should be created to handle any 

additional read requirements. 

Database failover is an automated process that swings into action when problems occur, such as 

a failure of the primary DB instance, or an availability zone failure.  Failover could also occur if 

maintenance is being performed; perhaps the primary database instance server type is changed, 

or software patching is being performed.   

During the failover process RDS will automatically switch over to the standby replica.  The 

standby replica now becomes the master DB instance.  Route 53 modifies the RDS endpoint to 

point to the standby replica; this process should happen within a minute.  Reestablishing the 

availability of the new standby database will take a bit more time.  After the new standby replica 

is re-created, to make sure all changes have propagated from the master to the standby database, 

Amazon will replay what is called the redo log from last database checkpoint making sure all 

changes have been applied before the new master database is made available. 
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The recovery process isn’t magic, it’s simply an automated recovery process that you want 

Amazon to carry out on your behalf.  There also might be other real-world issues that might be 

happening on the network with Route 53 the DNS service, or Murphy’s Law  (Which states, 

anything can happen anytime.)   

DB event subscriptions can be created to notify you via text or email that a failover is 

underway 

 

Aurora  

Another SQL type database service hosted by RDS is Aurora, a fully compatible MySQL and 

PostgreSQL managed DBaaS (Database as a Service.)  If either of these SQL database types are 

currently being used on premise and due to be moved to the cloud, then Aurora is worth 

evaluating.  When comparing the performance of Aurora to MySQL on the same hardware, 

Aurora has up to five times the performance confirmed by SysBench testing.  When deploying 

Aurora there are several choices. 

Aurora Provisioned – this is the standard deployment where the customer defines the instance 

class, and the advanced details of placement, accessibility, encryption, backup, and failover 

Provisioned with Aurora parallel query enabled – a single query can be distributed across all 

the available CPUs in the storage layer speeding up analytical queries.  Over 200 SQL functions, 

equijoins, and projections can run in parallel format.  This feature is only currently available for 

the MySQL 5.6 compatible version of Aurora that are running on the r3, or r4 family of 

instances. 

Serviceless – this deployment option is an on-demand deployment of Aurora that works with the 

MySQL compatible addition of Aurora.  When your application is up and running, a serviceless 

Aurora DB cluster is running and scales based on the needs of the application.  When your 

application enters a period of light or no activity the database is scaled to the minimum size but 

remains warm and able to service requests and scale back up when required.  Rather than 

defining the DB instance class size, you merely set the minimum and maximum capacity 

required; behind the scenes the database endpoint points to a fleet of resources that are 

automatically scaled based on your minimum and maximum requirements.  For example, your 

serviceless, DB cluster could scale up if the CPU utilization of the application rises above 60%, 

or the connections to the application or over 80%.  The cluster could then scale down if the 

application CPU load was below 25% utilization and less than 30% of the connections were 

utilized.  Consider a retail environment with multiple branch locations using a centralized point-

of-sale.  As more customers entered the store and began purchasing, the system could scale 

accordingly up and down.    
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Aurora Storage 

The internal design of Aurora allows for automatic scaling of its distributed storage architecture 

from a starting point of 10 GiB up to 64 TB in 10 GiB chunks that are stored across multiple 

SSD drives across multiple availability zones.  Aurora replicates six copies of the data across 

three availability zones providing for enhanced durability and 99.99% availability.   

The quorum across the three availability zones is six nodes; the write set is four nodes, and the 

read set is two nodes across three availability zones.  Data is stored in a shared storage volume of 

Aurora data stored on multiple SSD.  The shared storage volume spans the multiple availability 

zones; each availability zone has a copy of the DB cluster data.   

Aurora performance enhancements are due to the design of the storage plane, which is an SSD 

backed virtualized storage array.  Aurora has at a minimum a primary DB instance and can have 

up to 15 Aurora replicas.  In addition, the data logs are being backed up continuously to S3 

storage.   

Aurora has been designed by locating the underlying SSD storage nodes that make up Aurora’s 

shared storage volume into multiple cells spread across the three availability zones helping to 

limit the blast radius when failures occur. 

Aurora’s cluster design has the primary and replica DB instances connecting to the same storage 

plane.  The primary DB instance carries out the write operations to the cluster volumes in each 

availability zone and offloads the read operations to the Replica DB instances; this design is 

different from standard RDS MySQL or PostgreSQL deployments where standby database 

instances do not perform read requests.   

If the primary DB instance becomes unavailable, there is automatic failover to an Aurora 

Replica; the failover priority for the available Aurora Replicas can also be defined.  

When failover occurs, the speed of the failover process is in seconds.  Assuming there are 

additional Aurora Replicas in the same or different availability zones, Aurora changes the 

canonical name record (CNAME) to point to the replica that has been promoted to be the new 

primary DB.    

Compared to other SQL databases supported by RDS, there is no need to provision storage in 

advance with Aurora.  You could lose access to two copies of data without affecting the writing 

process and up to three copies without affecting the ability to read your data.  In the background 

Aurora is constantly checking and rechecking the data blocks and discs performing repairs 

automatically using data from the volumes in the cluster.   In addition, Aurora Replicas can be 

created in different regions.  The first Aurora replica created in a different region will act as the 

primary replica with in the new region.  You can also add Aurora replicas in different regions 

that will share the same storage plane. 
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In the very near future Aurora will also be able to operate in a multi-master design where multiple 

read/write master DB instances can be deployed across multiple regions improving Aurora’s high-

availability design.  If one of the master DB instances were to fail, other instances in the cluster could 

take over immediately maintaining both read and write, availability for the cluster.  

  

  

Discussion Points: Storage options and considerations 

Before deciding on a storage platform, you must decide what you are trying to accomplish.   

1. What is your storage use case that you are trying to solve?  

2. What is your database currently being used for? 

3. Can your existing database be migrated to AWS? 

4. What compliance rules and regulations do you have to follow? 

5. What is the structure of the data that needs to be moved to AWS? Can it live in S3 or 

Glacier storage? 

6. How often will you need to read or write to your storage? 

7. Do both Linux and Windows workloads need shared data access? Can EFS, or FSx offer 

a solution? 

8. What are your current data processing speeds? Are they adequate? Can AWS match or 

exceed your current data speeds? 

9. What backup/restore/recovery solution do you need 

10. Can replicated database storage solve any of your issues?  

 


